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OcHoBHas KOHUENUnA CNnekynatTnBHOro aekoamnpoBaHnA

e OT nocnenoBaTenbHOWM reHepaLnn HUKyaa He YATU®, HO paau BbIIPbILLIA B
CKOPOCTU reHepaLunn Bo3abmeM bornee npocTyo Opaghmosyro MOAENb
e [lepuogunyeckn otoaem creHepupoBaHHble APaddTOBOW MOAENbIO TOKEHbI Ha

BXo[n uesiegou Mmoaenu

e [locnepoBartensHO onpeaensiemM HanbonbLlUn NpedUKc, COOTBETCTBYHOLLUIA
pacrnpeneneHmnio ueneson mogenu n “npuHMMmaemM” TonbKo ero
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Fast Inference from Transformers via Speculative Decoding

https://arxiv.org/pdf/2211.17192

Accelerating Large Language Model Decoding with Speculative Sampling

https://arxiv.org/pdf/2302.01318
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Kak obecneynTb COBMECTHYIO paboTy moaenen?

e PacnpeneneHnune ueneson mogenun — p(x), pacnpeneneHue gpadproson — q(x)
e Heobxogumo camnnmnpoBaTb pP(X) C NOMOLLBIO q(X)
e 3HaeMm npo rejection sampling!

1. Sample x ~ g(x) and r ~ U(0, 1).
2. If r < 1\5(?) return z. M = max pgxg

3.-6ete+- Sample x ~ p(z).

e (OkasblBaeTcH, 4YTO NMPUHUMATb 6yneM coBCeEM MaJ10 TOKEHOB

() @) e
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CI'IeKyJ'IFITI/IBHOe caMrsimpoBaHune

e ANropuUTM CNEKYNSATUBHOIO CAMNIIMPOBAHNA YCTPOEH crieayoLmnmMm obpasom

1. Sample z ~ q(z).

2. If q(x) < p(x), return z.
3. Sample r ~ U(0,1).

4. If r < %, return .

5. Return z’ ~ norm (max (0, p(z’) — q(z"))).
o ﬂepBble YyeTblpe Wara MOXHO YINpoOCTUTb

1. Sample z ~ g(z) and r ~ U(0,1).

2. If r < %, return zx.



BbiBO4 BEPOATHOCTU NMPUHATUA |

Beegem B = B<z, — BEPOATHOCTb NpUHSATL TokeH T ~ q(T¢|T <y, ),
a Takke a« = £ n Haigem nx

Beenem D(p,q) = 2 p(z) — M(z)| = Exi lg(z) — M (z)| rae

M(:E) _ p(w)‘ZHJ(SU)

D(p,q) = 3 |p(z) — M(z)| = Y P@l_a@] _

—1-3 p(w)+q(w)—2lp(w)—q(w)| =1— Y min(p(x), ¢(z))

Buaro, uto 0 < D(p,q) < 1,npustom D(p,q) =0 p=gqun
D(p,q) =1 < supppNsupp g = &



BbiBog BepoAaATHOCTU npuHATUA |l

e Tenepb BbIpa3nM BEPOATHOCTU Yepe3 BBEAEHHYHO OUBEPreHLIO
B = Eoyisy min(1, £55) = S min(p(z), q(2)) = 1 - D(p,q)
a=1—-ED(p,q) = IEmm(p, q)
e CpaBHUM BEPOATHOCTb NPUHATUSA C rejection sampling
= X p(z) min 255 < 3 p(e) min(1, 65) =
= X mnip(@)gle)) =

r_
oz—]Eq



KOppeKTHOCTb CNeKynATUBHOMO COMMNIIMPOBaHMUS

e 3amertum, 4o p’(z) = norm(max(0,p(z) — g(z))) = zi((z)';—ni?ﬁ(‘(’ff(cx"])g,(g()x') -

— s
e Tenepsb pacnuwem sepositTHocTb P(x = z')
P(accepted, x = z') = min (1, z% ) - q(x')

P(rejected,z = ') = (1 - B) - p'(2') = p(z) — min(g(a"), p(z"))
P(x = z') = P(accepted, z = x') + P(rejected,x = ') = p(z')



TeopeTunyeckme oLEeHKN NCXOOHOW peanusauum

E(tokens per iteration)

B ncxonHon pabote genaetcs 60nbLLON yOp HAa TEOPETUYECKNE OCHOBBI
BbiBOAUTCA ONTUManbHOE 3Ha4YeHne

n
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TeopeTUYecKkme 1 NpakTU4Yeckne nNpUpocTbI
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Theorem 3.11. The expected factor of increase in the num-
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OKcnepuMeHTbl C UICXOAHOM peanusaunen

e HecmoTps Ha obunne TeopeTndecKknx
BbIKNaAoK, B CTATbEe 3KCMNEPUMEHTbI
npoBeaeHbl Ha ypoBHe proof-of-concept

e B3aTbl MOgenNn ¢ rotToBbIMU YEKNONHTaAMMU

e |I3mepsieTcs yCKOpeHMe ¢ eANHNYHBIM
batch size Ha TPU-v4

e Takxe bbina rioribimka ucrosib3ogsams N-
epaMMHble MOO€eriU, HO Y HUX OKa3arics
CJ/TUWIKOM HU3KUU

english to german
translation

text summarization

Table 2. Empirical results for speeding up inference from a T5-
XXL 11B model.

TASK M, TEMP v a SPEED
ENDE T5-SMALL % 0 7 0.75 3.4X
ENDE T5-BASE 0 7 0.8 2.8X
ENDE T5-LARGE 0 7 0.82 1.7X
ENDE T5-SMALL % 1 7 0.62 2.6X
ENDE T5-BASE 1 5 0.68 2.4X
ENDE T5-LARGE 1 3 0.71 1.4X
CNNDM T5-SMALL % 0 5 0.65 3.1X
CNNDM T5-BASE 0 5 0.73 3.0X
CNNDM T5-LARGE 0 3 074 2.2X
CNNDM T5-SMALL % 1 5 0.53 2.3X
CNNDM T5-BASE 1 3 0.55 2.2X
CNNDM T5-LARGE 1 3 0.56 1.7X
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APXUTEKTYPbI CNEKYNATUBHOIO
OeKoanpoBaHUA



OcHoOBHas NHXXeHepHas Nnpobrema

e [lpn NPpUMEHEHUM UCXOOHOW peann3auumn CneKkynsaTUBHOIO AeKOAUPOBaHUS B
cucTemMe NoaaepkKMBaeTcs ABa SKBMBANEHTHbIX KOHTEKCTa

M, encoder

mes M, encoder

M, decoder

1111101 — ot

Wall time -

e |ImeeT cmbicn paspaboTarb MeTon, NCNOSb3YWMA AaHHbIE N3 LIENEBON
MOENN HaNPsIMYHK — 3TO COKOHOMUT NamMATb (M HEMHOIO BPEMEHN)

3 y=7

Base vy
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Medusa

e [lpadpToBaa moaenb — decoder-only, T
. . o Original Model
— i-aa noA i-bIl TOKEH Nocrne TOKeHa, [ e
npencKkasaHHOro Lerneson MoLenbio

© Medusa Heads

£ Top-k Predictions

> It, I, As

Transformer
Layers

e Kaxpasa ronosa npeacrasnaeT cobon
oaHocnouHein MLP + LM Head

Embedding

N—t

>

—

Medusa Head 1 J

f
i

is, ', the

Medusa Head 2 J

e

difficult, is, '

Medusa Head 3 J

AP R 2

‘[ not, difficult, a

\_/_/_/

e B kayecTtBe BXOAda UCMOJIb3YKT nocsieaHne ] y € >
. v
CKp bl T bl e CO CTOg H Mﬂ Ll,eﬂ e BO I/I M Oﬂ,eﬂ I/I + Input "~ Candidates ) / Single step prediction
o What will happen if It' is_difficult not It is difficult
e [lpun BepndmrKaLmm Lieneso Moaernbio Medisamestsatema? | | Rienal X L—J

npumMmeHseTcq tree attention

MEDUSA: Simple LLM Inference Acceleration Framework with Multiple Decoding Heads

https://arxiv.org/pdf/2401.10774

BepxHeypoBHeBasa apxutekTypa Medusa
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https://arxiv.org/pdf/2401.10774

Medusa — tree attention

ﬁ S olo/olelofolelo

0 v
=0 v
_ v v
e Dense tree attention v v
o B 6aty ansa sepudmkaumnm 6epem gekapToBo v g v y
npousseeHmne top-k TOKEHOB Ha BCEX MO3ULMAX o oV v
ans Habopos noauuuii ot {1} go {1,...,y} e L v v
o Pasmep 6aTya pacTeT 3KCMOHEHLMAbHO C Dense tree attention

yBenuyeHnem y (npu k > 1)

e Sparse tree attention m

©)

YXaagHo cobvpaeM noaaepeBo BapnaHToB U3 - o+ 4 $oepipe
Aepesa Ans sparse tree attention /%N /N A /H\\l
Makcummnsmpyem 3HadeHne > 1147, Ry Sl B
rae a(” paBHa BepOFlTHOCT[Il/IIZi'IpZ;/]IEIiI;liI'VIFl %N /N /\ \ ’

l-ro TokeHa j-oi1 ronoBbl /K ‘ |

Sparse tree attention
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Model Name  Vicuna-7B Zephyr-7B Vicuna-13B Vicuna-33B

Acc. rate 3.47 3.14 3.51 3.01
M e d u S a —_— 3 KC” e p MM e HTbl 1 Bbl BO ﬂ bl Sﬁzﬁiad éﬁg +0.01) ;;g (-0.07) é;zé (-0.14) %; (+0.05)
el I
ShMepusa-1 2.18 2.33
o 3Hak-| nTeribHaAdA AoJ14 |'|p|/|p()CTa OOCTUraeTc4d meTpukn Medusa-2 (coBmecTHOE A000yYeHne) 1
. Medusa-1 ¢ ucrnonb3osaHunem tree attention Ha MT-Bench
bnarogaps ucnosnb3oBaHuio tree attention n
0000Yy4YeHunto Lieneson Moaenu Technique Speedup
Medusa-1 heads without tree attention ~ ~1.5x
o CDMKCM pOBaHHaﬂ CprKTypa ﬂ'epeBa Adding tree attention ~1.9x
Using optimized tree configuration ~2.2x%
noasepraet MeToi Aerpagaumnm Training heads with Medusa-2 ~2.8x
n p|/| caBurax B gaHHbIX BrninsiHne KaxkOon 13 TEXHWK Ha yCKopeHne
e ApxuTtekTypa bonee apdekTnBHas .

__________ -+%-- Sparse Tree Attention
S

=
o
o

OTHOCUTENBHO MOAAEPXKKM ABYX OTAENbHbIX AFEE gy
MoJeren, HO “‘ragaHmne” TOKEHOB CO BTOPOW
No3ULMM 3aCTaBMAET 3a4yMaThbCs

06 onTUMarnbHOCTH noaxoaa 0 50 100 150 200 250

Number of Candidate Tokens

gy

g T
1 il g

80

Speed (token/s)

(=)}
o

Dense vs. sparse tree attention 15



Hydra — stack more layers

e Hydra — yckopeHue 1.1x oTHocutenbHO Medusa
o [onoBbl Medusa NnpuMeHSOTCA NocnegoBaTenbHO
o Ha Bxoa kaxgown nogaeTcsi CKpbITOe COCTOSAHME
(c npeablayLero 6roka unm ¢ LeneBon Moaeni)
BMeCTe ¢ ambeaanHramu Bcex TOKeHoB ApadTa

e Hydra++ — yckopeHue 1.3x oTHocuTernbHo Medusa
o Kaxpgasi ronoBa npeacraesnsaeTr cobon yetblipexcrionHyto MLP
o [ononHutenbHbin transformer-like decoder-6nok nosepx
nocnegHnxX CKpbITbIX CIOEB
o OOy4yeHKne Ha pacnpeneneHune Leneson mogenu,
a He Ha norapudm npasgonogobus LeneBoro TokeHa

e B coobuecTtBe gaHHbIN NOAX0M HE 3aKPEenuncs

Hydra: Sequentially-Dependent Draft Heads for Medusa Decoding
https://arxiv.org/pdf/2402.05109

... Context “Make”

CxemaTtunyHoe nszobpaxeHue Hydra: cuHune
CTperku — NOTOK AaHHbIX B Medusa,
OopaHxeBble — HOBble NOTOKM B Hydra

140 -

Avg. Throughput (Tok / S)

N
)
v

0-

Vicuna 7B Vicuna 13B
Base Model

Vicuna 33B

MponyckHas cnocobHocTb 6a3oBoro
nekoampoBaHus, Medusa, Hydra u Hydra++16


https://arxiv.org/pdf/2402.05109

EAGLE

e (OOy4aeMm ofHYy ronosy U NPUMEHSIEM ee v pas

e [onosa cocTouT U3 crnost ambeaauHra, MLP )|
ONA NMOHMKEHUA pasMmepHocTn ¢ transformer-like
decoder-6nokom 1 LM Head

e OmbepanHru n LM Head — 13 uenesomn mogenu
BepxHeypoBHeBoOe npeacTaBneHne
e Ha Bxog nogaeTtcsd nocrieqHee CKpbIToe npuMeHeHys apachToBoi Mopeni EAGLE
COCTOSAHME 1 aMbeaanHI crnenyroLero TokeHa
AR Aytowi T S —
e [onoBa npeackasbiBaeT He TOKEH, a oo A~ :
creayloLne rnocreaHee CKpbiToe COCToOAHNE
: TN, [romes ]
e BoamoxxHO ncnosnb3oBaHue tree attention ol v b i

EAGLE: Speculative Sampling Requires Rethinking Feature Uncertainty flepeeo apacproe EAGLE

https://arxiv.ora/pdf/2401.15077



https://arxiv.org/pdf/2401.15077

EAGLE — oby4deHune

B3BelleHHada cymma mexay pyHKUMen notepb Ha oakTopax U Ha TOKeHax
L= Lreg + WersLels

Ha dpaktopax ncnonbayercsa pyHkuma Smooth-L1 mexay npeackasaHHbIMU
doakTopamm 1 paktopamu LeneBon MoLenu Ha cneayrLem ToKeHe

Lreg = Smooth L1 (fz'—|—17 Draft_Model(TQ:iH, Flz))

Ha TokeHax MCnonb3yeTcs KPOCC-9HTPONUS MeXay pacnpeneneHnem
Lenesou Mogenu n npeackasaHHbIM pacrnpegeneHnem

piro = Softmax (LM _Head(f;11))
Pitre = Softmax(LM_Head(f;11))
L¢is = Cross_Entropy(p; 2, Pit2)

18



EEm EAGLE w/ tree attention
2.90x 3.07X 2.95x 3.03x

B EAGLE w/o tree attention Vanilla

EAGLE — akcnepumMeHTbl 1 BbIBOAbI ... [

MeHee 3aTpaTHbIv 1 bornee
YHMBepcarnbHbIM MeToq — 6e3 tree
attention n coBmecTtHoro gooby4veHuns
yCKopeHue cpaBHMMo ¢ Medusa
[ob6aBneHune criegyoLlero TokeHa Ha
BXO4 ApadpToBOM MOAENU UrpaeT KpamHe
Ba)XHYO POSib B YCKOPEHUN

CTpykTypa tree attention Bce ewe
domkcmpoBaHHag, B pabote HUYero He
roBOpPUTCA O npoLecce ee nogbopa

\j\CU“ Vi \,\\'\a i una 33BL a P\’)— C\"at 138 C“a‘_‘loa
Vicuna LLaMA?2-Chat
Size Chain Tree Size Chain Tree
7B 320 394(+0.74) 7B 3.00 3.62(+0.62)
13B 323 398(+0.75) 13B 3.18 3.90 (+0.68)
33B 297 3.68(+0.71) 70B 3.12 3.81 (+0.69)
YckopeHue un ans
pasHbix Mogenen
—— feature&shifted-token —— feature&unshifted-token —— token —— feature
Speed\i;i‘/‘ T T (?f,-x»x- 1-a [
25— s s -
:‘-:'2.0 / . = ’ / i —— 04 /L L
P 0.4 S|l )
S L. Y | | s AT
" Fi.zr.s 5.0 25 5.0 25 5.0 0.2 é 5.0
Epoch Epoch Epoch Epoch
2.0 ////,-/ 3.0 ’/.///,/- 06 //,,»—~—~< 0.6 ////-/»ﬁ
o 251 )
ﬂ 12 // —~ 1 . . 20 / —— 04 '/q./ o / ,_.
T o i Hs |
Epoch Epoch Epoch och
YckopeHue,
n nepBbIX ABYX TOKEHOB 19
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KopoTtko o Multi-Token Prediction

e Yepes HeCKosbKO MecsLeB Bbila paboTa
00 yny4yweHun kadyectsa otBetoB LLM ¢
NOMOLLLI 0BYy4YEHUST BMECTE C LieneBou
MOAENb v He3aBucMMbix decoder-6110KoB,
npeackasbiBaloLLMX TOKEHbI, ngyLuime 3a
TOKEHOM, KOoTopbIn camnnnpyetca n3 LLM

o ApXUTEKTYpHbIX oTnnynm ot Medusa HeT

e EAGLE B pabote He uutmnpyetcs

Better & Faster Large Language Models via Multi-token Prediction
https://arxiv.org/pdf/2404.19737

Discarded at inference (or used to speed up model up to 3 times)

4-token 2, 3, 45 55
targets

Inputs

MBPP Pass@]1 gains with 4-token prediction
Baseline +4.5

| |
18- 260
.g 6/ B= 23.9 .
@ 3B- 1.1 [——
[}
'8 1.3B — 6.8 [—
= 0.6B- — 4.7
0.3B — — (1.8

MeTpuKn apxXUTEKTYpP C pasnuyHbIM YUCITOM
napameTtpoB Ha Mostly Basic Python Problems

20


https://arxiv.org/pdf/2404.19737

Jkckypc B DeepSeek — aBa noHnmaHusa MTP

e Paspabotunkn DeepSeek B cBoern pabote npo DeepSeek-V3 nuwyrT,
4YTO Npu obyveHnn moaenu ncnonb3yoT multi-token prediction

e BwmecTto ronoB Medusa npumeHaAOT nocnepoBaTtesibHbIN paa decoder-6nokos

e OTtmevaeTcs “cxoxecTb’ ¢ EAGLE, Ho yTBEpXXOaeTcsl, YTO B NEPBYIO ovepenb
MTP HyXeH B Ka4yecTBe MeToda, NOoBbILLAOLWEro Ka4ecTBO OTBETOB MoAeNu

e B coobuiectBe 3akpenunnocb ncnorb3oBaHne HassaHus MTP npu Bbinycke
MoAdenen co BCTPOEHHbIM 0BYYEHHbIM CNEKYNATUBHLIM MOAYNEM

e Bapwnauus ot DeepSeek co BpemeHeM nony4duna ceoe Ha3BaHne NextN

DeepSeek-V3 Technical Report
https://arxiv.org/pdf/2412.19437 21
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It (1.0)

is (0.6) has (0.2)
EAGLE-2 N o
a(0.48)  the (0.06) to (0.14)  a(0.02)
0.7 ; \Q.‘l 06 ; \‘~Q.‘2
e Bsoautca apantuBHoe AepeBo ApadpToB good (0.34) nice (0.05)  be(0.08)  do(0.03)
e VlcnonbaytoT HabnogeHme: curnbHas (pasa pacwmpenns (Top-2)
NVHENHas KOppensaunus Mexay ‘y“(”’)%‘
N YBEPEHHOCTbIO MOAENIN B TOKEHE is (0.6) has (0.2)
O.‘V \0.1 0.7/ \0.1
e AHanorn4yHo Medusa, MmakcuMmnanpyem T (S Sy
OUEHKY V; = H pj = H C; 0.7] SNl 0.6] SN2

good (0.34) nice (0.05)  be(0.08)  do (0.03)

da3za nepeparxumpoaHus (Top-8)

t; €Path(root,t;) t; €Path(root,t;)
e ApxuTeKktypa opadpToBON MOAENN Takasa Xxe

® ynquueHme HanpaBJiieHO UCKITIOYNTESTIbHO Ha
Method Speedup T Speedup T

OAHOMNOTO4YHbIN CLUEHaApUN wioboth  281x 392 285x  3.93
w/o value 3.21x 4.39 2.93x 3.96
w/o reranking 348x  4.86 350x 4.85
EAGLE-2 3.62x 498 3.63x 497

MT-bench GSMSK

EAGLE-2: Faster Inference of Language Models with Dynamic Draft Trees
https://arxiv.org/pdf/2406.16858

Ablation study ana EAGLE-2 Ha mogenu Vicuna-?g2


https://arxiv.org/pdf/2406.16858

0.80

EAGLE-3 — noctaHoBKa rnpobrembl

0.78

0-a

076
° TOBOU M A H KTOPbI —— EAGLE
O6yqu|/|e 'D'paq) OBO O'D'e . a Cba Op 0.74 EAGLE without fea pred
BMECTO TOKEHOB MNO3BOMNAET e Aenatb . —=— EAGLE-3
Ka4yeCTBEHHbIE NPeAcKa3aHnsa Ha HECKOMbKO ' ? : °
0.8
Luaros Brnepes . _;//"'
e Kak ybpartb 00y4eHune Ha dbakTopbl 6e3 NoTepb? 0.6
—e— EAGLE
e L1-doyHKUMIO NOTEpPb MeXay dbakTopamm Herb3s 205 EAGLE without fea pred
—s— EAGLE-3
BblOpacbiBaTb — NPUBEOET K NepeobyyeHnto i
0.3
e [lpyrasi npobrnema — nocnegHee CKpbITOe .
COCTOSIHME He MO3BONSET Yy4NTbIBaThL Honee 1 2 4 8
o o Acceptance rate Ha nepBbIX ABYX
eMKUn CUrHasl ot ueresoun Mmogesrin TOKeHax [J151 pasHblX BapuaHToB EAGLE

EAGLE-3: Scaling up Inference Acceleration of Large Language Models via Training-Time Test
https://arxiv.org/pdf/2406.16858
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EAGLE-3

[maBHaga nges — training-time test — nepen
backpropagation genaem He oauH, a v LWaros,
NMMUTUPYS pearibHoe nNnpuMeHeHne gpadtepa
[Tocne nepBoro wara pakTopbl Lenesou
MOAENM NCNONb3YHTCA BMECTe C (pakTtopamu,
npeackasaHHbIMU OpadpToBON MOAENbIO
dakTopbl Ha BXo4e ApadpToBON Moaenu
nony4yaroTcs NyTeM NOHMXKEHNA pasMepHOCTH
dpaKTOpPOB C TPEX CKPbITbIX COCTOSAHUM
LlenieBou Mmoaenu
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EAGLE-3 — oby4yeHue

e Ha i-om ware 6epeTcsa cpeaHAsa No Bcel nocrieaoBaTenbHOCTM KPOCC-

QHTPONUA MeXay pacnpeneneHnem gpadrepa 1 pacrnpeneneHnemM Leneson
MoAenu (Co caBUrom Ha i TOKEHOB)

e Tpebyemada Ha obyvyeHne apadTOBOM MOOENN NaMATb B

K
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Mprmep yBenuueHns Macku BHUMaHus npu oby4eHnmn gpadtepa Ha Tpy TOKeHa
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EAGLE-3 — Tekywinn state-of-the-art

A training-time test 6e3 0byyeHns Ha dbakTopsl,
N NCnonb3oBaHMe PaKkToOpoB LEeneBon Mmogenu
C pas3sHbIX CNoOeB AaeT NpUpocCT

[Mpn aTom 06e Mmogmnpukaummn yHMBepcanbHbl

C TOYKM 3PEHNA CLUEHAPUA NPUMEHEHNSA
YCKopeHune noareBepXagaeTca Tectamu

Ha OBWXKax OANna MHJepeHca

MT-bench GSM8K

Method Speedup 7  Speedup T
EAGLE-2 3.16x 4.05 339x 4.24
+ remove fea con 3.82x 5.37 3.77x 5.22

+ fused features (ours) 4.40x 6.13 448 6.23

Ablation study ana EAGLE-3 Ha
Llama 3.1 8B Ha MT-Bench

Batch size 2 4 8 16 24 32 48 56 64

EAGLE 140x 1.38x 123x 1.02x 093x 0.94x 0.88x 0.99x 0.99x
EAGLE-3 1.8Ix 1.82x 1.62x 1.48x 1.39x 1.32x 1.38x 134x 1.38x

Batch size 2 4 8 16 24 32 48 56

EAGLE 1.30x 125x 121x 1.10x 1.03x 093x 0.82x 0.71x
EAGLE-3 1.75x 1.68x 1.58x 1.49x 142x 136x 1.21x 1.01x

YckopeHue nHdepeHca Ha aBmxKKax
SGLang (cBepxy) n vVLLM (cHuay)

080t — | —+————7 1

0.75
0]

£0.70 T+ EAGLE

@0-65 —=— EAGLE-3

20.60
0.55
0.50

O-a l-a 2 3 4a 5-a 6-a 7-a
CpaBHeHune 26
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brno4yHasa Bepmndpukaumns

e [Ipeanaraerca BepndunumMpoBaTb COBMECTHO

e CoBMeCcTHada BEPOATHOCTb “cnaboro” TokeHa c
nocneayLlwymm Bce eLle MOXET bbiTb BbICOKA

e [lokasbiBaeTcsa onTMManbHOCTb C TOYKU 3PEHUS

e [lpnHOCKT HEDOSBLLION, HO KOHCUCTEHTHbIN
npupocT (yckopeHne Ha 5-8%)
max{/p; - Mp(z | ¢, X*) — Ms(z | ¢, X*), 0}
Y wex max{{p; - My(z' | ¢, X*) — My(a' | ¢, X*), 0}

> wrex max{p; - My(z' | ¢, X*) — M,(2' | ¢, X*),0}
> wrex max{p; - Mp(2' | ¢, X?) — My(a' | ¢, X?),0} +1 —p;

T | e =

block __
P

Block Verification Accelerates Speculative Decoding
https://arxiv.org/pdf/2403.10444

Algorithm 2 Block Verification

Input: Draft block X7; small model distribu-

£ 2y

o

11:
12:
13:
14:
15:

16:
17:

tions Vi < v, M,(- | ¢, X"*); large model
distributions Vi < v, My(- | ¢, X*).
Sample 71, ...,my ~ U(0,1).
Sett =0, po=1.
fori=1,...7do

My (Xile, X1

Set p; = min{p; 1 M. (Xi]e. X=T)> 1}.

Set hPock 'as in Equation (5).
ifn; < hE’lOCk then
Set T =1.
else
continue.
end if
end for
if 7 = 7 then
Sample Y from M, (- | ¢, X7).
else
Sample Y from pRlo°k(. | ¢, X7) as in
Equation (4).
end if
Return X7,Y.
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[MapannenbHoe NocTpoeHne ApadToB

e Cpaenaem reHepaumio gpadta 3a OAMH Lwar: Mackmpyem d TOKeHOB nocrie
npedukca n npeackasbiBaem 3a oanH npoxon decoder-6510ka
e [lepeBo ApadTOB NepeoLeHMBaETCA NO N-rpaMMHON Moaenu

3. Target Model Verification Through Tree Attention

Continuity-Aware

: Tree Pruning e ? o) V'

: Lt ] v/~

- x

\ A

- -I 1. Feature Extraction and \ \ W o

' Diffusion-style Drafting '\\ M N
e 2. Draft Token
1___{’{{“_"____] (masks ) (ask: ) ~ Maskad! Tree Comstruction|| ~—  ~~=---- -
TV v v e
:[ Customized Diffusion Decoder Layer s ] .
E I ¥ = ] | . 0 . . H
AR o)) T (D) D @@ - )

DART: Diffusion-Inspired Speculative Decoding for Fast LLM Inference
https://arxiv.org/pdf/2406.16858
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SD anga AnvHHbIX KOHTEKCTOB

Ha OnuHHBIX KOHTEKCTax aApadproBas
MoZerb cTaHoBUTCA memory-bound
[lepBbI Noaxon

o Bosbmem B KayecTBe gpadToBON Moaenu
LeneByto ¢ YacTudHbIM KV-kawwem
MopaepkmuBaem N-rpaMMHbIN COBapb, YTOObI
HMBenuMpoBaTb HNU3KMUI acceptance rate
BTopown noaxon

(@)

[...]He
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ultra long
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—

Cache

Yo

Dynam

First |S| KV Select |B — S| KV

B

%]\ | Sample 1
D

Partial KV -

>
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__ Contex )
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Penalty

N
2

(" Tree-base Attention )

is
R

=1 >

4 N
Candidates

is the uncle of
> is the uncle \n

is an good to

the a an
uncle  cousin  good
RSEN
of \n to
G /

Token Reutilization

row id

n-gram

by Importance

3‘.>I<€ Frozen
h Tuned

97475

is the father of 5

97476  is the mother of 2

Ncnonb3yem RAG-based gpadtep — BXOOHOW KOHTEKCT COCTOUT U3 YacTeN C HU3KUM

frequency Top-k
—>

is the father of

is the mother of

KOCUMHYCHbIM pacCTOsIHMEM 10 3anpoca (HO cABuUraem pacnpeaeneHue B CTOPoHY Apadtepa)

TokenSwift: Lossless Acceleration of Ultra Long Sequence Generation

https://arxiv.org/pdf/2502.18890

RAPID: Long-Context Inference with Retrieval-Augmented Speculative Decoding

https://arxiv.org/pdf/2502.20330
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Hy>xHO nn cenyvac obyyatb ceon SD?

e CnekynaTnBHoe AeKOOAUPOBAHME OO0 CUX MNOP OCTAETCHA OOAHMM M3 OCHOBHbIX
METOA0B yBENNYeHNs NpornyckHom cnocodbHocTtn LLM

e CyuwecTByOT QpPeNMBOPKM OT pa3paboTumMKoB ABUXKKOB And obyyeHust SD:
o SpecForge — https://qithub.com/sqal-project/SpecForge (ot pa3pabotumkos SGLang)

o  Speculators — https://github.com/vlim-project/speculators (oT paspaboTynkos vLLM)
o ModelOpt — https://github.com/NVIDIA/Model-Optimizer (oT paspaboTtunkoB TensorRT-LLM)

e Al-komnaHum nyonukytoT ceom SD ans oTkpbITbIX Mogenen n mogenu ¢ SD:
o https://huggingface.co/collections/nvidia/speculative-decoding-modules
o hitps://huggingface.co/collections/Imsys/specbundle
o https://huggingface.co/deepseek-ai/DeepSeek-V3.2
o https://huggingface.co/zai-org/GLM-5
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