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An overview by
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State Space Models (SSM)
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Properties of SSMs
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SSM: Convolution View
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Yk = 63%

Can explicitly unroll the linear recurrence in closed form

g = EUO r1 = ABUO + Eul Xo = Z2§’LLO + AB'LL1 + EUQ
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SSM: Convolution View

Vi = C’AkBuO — mk_lﬁul + .-+ CABui_1 + CBuy

K ¢RL .= (CB,CAB,...,CA ~'B)

y=K xu

Can be computed with convolutions, similar to CNNs



SSM: Convolution View
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Structured Matrices

Algorithm 1 S4 CONVOLUTION KERNEL (SKETCH)

Input: S4 parameters A, P,Q, B,C € C¥ and d step size A
Output: SSM convolutlon kernel K KL(A,B,C) for A=A — PQ* (equation (5))

1: C + (I A ) C > Truncate SSM generating function (SSMGF) to length L
k (CU) kO w -

2: [k(l)g () kli ] [ } (% 1w A) [B P] > Black-box Cauchy kernel

3: K(w) 1+ [koo(w) — ko1 (w)(1 + k11(w)) ~Tk10(w)] > Woodbury Identity

1t K={KWw):w= exp(2m%)} > Evaluate SSMGF at all roots of unity w € Qf,

5: K + iFFT(K) > Inverse Fourier Transform




S4: single-input, single-output (SISO)
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https://arxiv.org/pdf/2111.00396
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S5 (MIMO)
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Bonus: H3 (Hungry Hungry Hippos)

H3 Block
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Mamba



Why S6?

- Selective copying
Copying
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Perfectly solved by LTI (e.g. convolutional) models that do not need to look at the actual inputs

Solution

- Induction heads

Induction Heads
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https://arxiv.org/abs/2312.00752

Selective Copying
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Induction Heads Extrapolation
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Table 2: (Induction Heads.) Models are trained on sequence length 28
256, and tested on increasing sequence lengths of 26 = 64 up to 2%
1048576. Full numbers in Table 11.



Selective SSM (S6)

Algorithm 1 SSM (S4) Algorithm 2 SSM + Selection (S6)
Input: x:(B,L,D) Input: x:(B,L,D)
Output: y: (B,L,D) Output: y: (B,L,D)
1: A: (D,N) « Parameter 1: A: (D,N) « Parameter
> Represents structured N X N matrix > Represents structured N X N matrix
2: B: (D,N) « Parameter 2: B:(B,L,N) « sg(x)
3: C: (D,N) « Parameter 3: C: (B,L,N) « sc(x)
4: A: (D) « 7p(Parameter) 4: A: (B,L,D) « 7p(Parameter+sp(x))
5: A B: (D, N) « discretize(A, A, B) 5: A,B: (B,L,D, N) « discretize(A, A, B)
6: y < SSM(A, B,C)(x) 6: y «— SSM(A, B,C)(x)
> Time-invariant: recurrence or convolution > Time-varying: recurrence (scan) only
7: return y 7: returny




Formal

ht — Atht—l + Btilft 41& = exp(A¢A)
Yy = Crhy By = (A¢A)™ - (exp(ArA) — I)ABy

B; = sp(x¢) = Lineary (x¢)
Ct = sc(xy) = Linearn(x:)
A; = softplus(Parameter + sa (x¢))

sa(x¢) = Linearp(Linearg(xy))
sa(xy) = Broadcastp(Lineary(x;))



Selective SSM (S6)

he—q A
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D = d_inner ‘ These blocks are optimized
N = d_StCLtG during training o




Discretize A

A e RP*N
At c R1><D

A, = exp(AyA) = exp(Ald @ Abrd) ¢ RIXDXN

AV — reshape(A, [1, D, 1])
A’4 = reshape(A, [1, D, N])



Mamba architecture
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A deeper dive into Mamba
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1. BBepeHue B GPU-BblYUCEHUS:
o  Apxutektypa GPU
@) MOﬂ,eJ'Ib MacCOBOTI0O rnapasiierinama
2. Pasbop 3agaum Associative Scan

o [locTtaHoBKa 3agayu

Sequential Scan

Parallel Scan (Hillis-Steele, 1986)
Work-Efficient Parallel Scan (Blelloch, 1990)

3. (CBga3b Associative Scan ¢ Mamba
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BeBeneHne B GPU-BblYncneHus



Apxutektypa GPU




Apxutektypa GPU

PCI Express 4.0 Host Interface

Memory Controller
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L0 Instruction Cache L0 Instruction Cache
A X M T e KT a ‘ P l | I Warp Scheduler (32 thread/clk) Warp Scheduler (32 thread/clk) |
Dispatch Unit (32 thread/clk) Dispatch Unit (32 thread/clk)

Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)
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Mopaenb maccoBoro napannernnmdmMma

e bonblioe kKonnyecTso NOTOKOB (thread) napannenbHO BLIMOSTHAKT OO4HY U TY
Xe dyHKkuuo — agpo (kernel)

e [loTokuM rpynnupytoTcs B 6noku (thread blocks), KOTOpble UCNOMNHSAOTCSA Ha
otaenbHbiXx SM

e broku obbeaunHaTca B pewweTKy/ceTkKy 6nokos (grid)

e [lng B3anmooencTBus NOTOKOB UCMOMNb3YeTca pasaensemas namarth C
GapbepHON CUHXPOHM3aLNEN

e JlocTynHbl aTOMapHble onepauun ans pasgenseMoun n rmodasnbHon namaTu



Mpumep: napannenbHas peaykuus

Thread

s=

s=
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[Mpumep: napannenbHas peagykuus - peann3auus

¢ reduce.cu

O 0 NN O U B WN =

L = O S S o S T
0O NOU DA WNRO

_global__ void reduce(int xinData, int xoutData)

__shared__ int data[BLOCK_SIZE];

int tid = threadIdx.x;

int 1 = blockIdx.x * blockDim.x + threadIdx.Xx;
data[tid] = inDatalil; // load into shared memory
__syncthreads();

for (int s = 1; s < blockDim.x; s *= 2) {
if (tid % (2 *x s) == 0)
dataltid] += dataltid + s];
__syncthreads();

if (tid == @) // write result of block reduction
outData[blockIdx.x] = datal@];



Associative Scan



[locTaHOBKa 3aga4u

The associative scan operation takes a binary associative operator
¢ with identity /, and an array of n elements

la0, a1, - - -, an—1],
and returns the array

[I7 d0, (30@31)7 @) (30@31@'°'€Ban—2)]°



d=2

d=3

Parallel Scan (Hillis-Steele, 1986)




Parallel Scan (Hillis-Steele, 1986) - peannsauus

¢+ naive_scan.cu

al __global__ void naive_scan(float *g_odata, float *g_idata, int n)
2 4

3 extern __shared__ float templ[];

4 int thid = threadIdx.x;

5 int pout = 0, pin = 1;

6 // Load input into shared memory.

7 temp [pout * n + thid] = (thid > @) ? g_idatalthid - 1] : 0;

8 __syncthreads();

9 for (int offset = 1; offset < n; offset %= 2)
10 {

11 pout = 1 - pout; // swap buffer indices

12 pin = 1 - pout;

13 if (thid >= offset)

14 temp[pout * n + thid] = temp[pin * n + thid] + temp[pin * n + thid - offset];
15 else

16 temp [pout * n + thid] = temp[pin * n + thid];

17 __syncthreads();

18 }

19 g_odatal[thid] = temp[pout * n + thidl; // write output

N
IS)
-



Work-Efficient Parallel Scan (Blelloch, 1990) - Up-Sweep
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Work-Efficient Parallel Scan (B

elloch, 1990) - Down-Sweep

Z(x,..X,) X, Z(x,..x,) Z(x,..x.) Z(x,..x,)

Zero 1
Z(x,.x,) X, | Z(x,.x,) Z(X, X)) 0
Z(x,..x,) X, 0 I(x,..x,)




Work-Efficient Parallel Scan (Blelloch, 1990) - peanusauus

G work_efficient_scan.cu

1 _global__ void work_efficient_scan(float *g_odata, float *g_idata, int n)
2 {

3 extern __shared__ float templ[];

4 int thid = threadIdx.x;

5 int offset = 1;

6 temp[thid] = g_idatalthid]l; // load input into shared memory

2

8 for (int d =n>>1; d > 0; d>>=1) // build sum in place up the tree
9 |
10 __syncthreads();
11 if (thid < d)
12 {
13 int ai = offset % (2 % thid + 1) - 1;
14 int bi = offset * (2 x thid + 2) - 1;
15 temp[bi]l += templail;
16 }
17 offset %= 2;
18 }

==
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Work-Efficient Parallel Scan (Blelloch, 1990) - peanusauus

20 if (thid == 0)

21 i

22 temp[n - 1] = 0;

23 } // clear the last element

24

25 for (int d = 1; d < n; d x= 2) // traverse down tree & build scan
26 {

217 offset >>= 1;

28 __syncthreads();

29 if (thid < d)

30 {

31 int ai = offset *x (2 x thid + 1) - 1;
32 int bi = offset *x (2 x thid + 2) - 1;
33 float t = templail;

34 temp[ai] = temp[bil;

35 temp[bi] += t;

36 }

37 }

38 __syncthreads();

39

40 g_odata[thid] = temp[thid]l; // write results to device memory

41 }



Fixing Bank Conflicts

Addressing Without Padding

Bank

Bank

ai
thid

Offset = 1: Address (ai) stride is 2, resulti

int ai = offset*(2*thid+l)~1;
offset*(2*thid+2)-1;

int bi =

temp[bi] += temp[ai]

in 2-way bank conflicts

15
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Offset = 2: Address (ai) stride is 4, resulting in 4-way bank conflicts
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Fixing Bank Conflicts

int ai = offset*(2*thid+l)-1;

int bi = offset*(2*thid+2)-1;

ai += ai / NUM_BANKS;

bi += bi / NUM_BANKS;
Addressing With Padding temp(bi] += templai]

Offset = 1: Padding addresses every 16 elements removes bank conflicts

Bank | o | 1 | 2 | 3| 4| 5| 6| 7| 8|9 |1w0]|1n]|12]13]1a]1s

-
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e
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ai| o B 31
thid| 0 | 1 | 2 314 | s | 8] 7 8 | 9 |10 ] 11| 12] 13| 14] 15
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-
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thid 8 | 9 |10 |11 ) 12] 13| 14| 15

Padding Increment:

30
—




Fixing Bank Conflicts - peannsauuns

¢+ work_efficient_scan_plus.cu

1 #define NUM_BANKS 16

2  #define LOG_NUM_BANKS 4

3 #define CONFLICT_FREE_OFFSET(n) ((n) >> NUM_BANKS + (n) >> (2 x LOG_NUM_BANKS))
4

5

6 _global__ void work_efficient_scan_plus(float *g_odata, float xg_idata, int n)
7 {

8 extern __shared__ float temp[]; // allocated on invocation

9 int thid = threadIdx.x;

10 int offset = 1;

11

12 int ai = thid;

13 int bi = thid + (n / 2);

14 int bankOffsetA = CONFLICT_FREE_OFFSET(ai);

15 int bankOffsetB = CONFLICT_FREE_OFFSET(bi);

16 temp[ai + bankOffsetA] = g_idatalail;

17 temp[bi + bankOffsetB] = g_idatalbi];

=
oe]



Fixing Bank Conflicts - peannsauuns

19 for (intd =n>>1; d >0; d >>= 1) // build sum in place up the tree
20 {

21 __syncthreads();

22 if (thid < d)

23 |

24 int ai = offset * (2 % thid + 1) - 1;

25 int bi = offset * (2 x thid + 2) - 1;
26 ai += CONFLICT_FREE_OFFSET(ai);

27 bi += CONFLICT_FREE_OFFSET(bi);

28

29 temp[bi] += templail;

30 }

31 offset x= 2;

32 }

33

34 if (thid = 0)

35 {

36 temp[n - 1 + CONFLICT_FREE_OFFSET(n - 1)] = 0;
37 ¥

38



Fixing Bank Conflicts - peannsauuns

39 for (int d = 1; d < n; d = 2) // traverse down tree & build scan
40 1

41 offset >>= 1;

4?2 __syncthreads();

43 if (thid < d)

44 {

45 int ai = offset *x (2 % thid + 1) - 1;
46 int bi = offset x (2 % thid + 2) - 1;
47 ai += CONFLICT_FREE_OFFSET(ai);

48 bi += CONFLICT_FREE_OFFSET(bi);

49

50 float t = templail;

51 temp[ai] = temp[bil;

52 temp[bi] += t;

53 r

54 }

55 __syncthreads();

56

57 g_odatalai] = temp[ai + bankOffsetAl;

58 g_odatalbi]
59 }

temp [bi + bankOffsetB];



Arrays of Arbitrary Size

Initial Array of Arbitrary Values

Scan Block 0 Scan Block 1 Scan Block 2 Scan Block 3

Store Block Sum to Auxiliary Array L

Add Scanned Block
Sum i to All Values of

rmmnnes v '!'

A dens PR :




Associative Scan in Mamba

Selective State Space Model
with Hardware-aware State Expansion

A
N 3 [ N =
— 7" = —
—— 7 o —_—
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T
he_q l h;
&3 : e
Xt \\ B [e—— : — C yt
\\ t ST, ! R t
N [re— A GPU
% } Discretize ? t T SRAM
Project ‘ : GPU HBM
= Selection Mechanism
W (f) = A(t) + Bx(t)  (1a) hy = Ah_1+Bx,  (2a) K=(CB,CAB,...,.CA'B,...) (3a)
y(2) = Ch(2) (1b) Yyt = Chy (2b) y=x*K (3b)
A=exp(AA)  B=(AA) !(exp(AA)—1I)-AB @)

https://arxiv.org/abs/2312.00752



MaTepunansl

e NVIDIA GPU Gems 3: Chapter 39 Parallel Prefix Sum (Scan) with CUDA

e J3anucu kypca “BelumncneHunsa Ha Buoeokaptax” B CS Space

o Jlekunga 3 “‘UUcnonHeHne noTokoB, nepapxma namatn CUDA”



https://developer.nvidia.com/gpugems/gpugems3/part-vi-gpu-computing/chapter-39-parallel-prefix-sum-scan-cuda
https://youtube.com/playlist?list=PLBD2NlYIwZ2d9Vii8OEKOJqdm74zOXZEY&si=1zrkayZwBLogfAX6
https://hpc-education.unn.ru/files/schools/hpc-2014/gpu/Lecture3_ThreadsAndMemory.pdf

